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Introduction

In this project, we are going to build a Bayesian classifier using IBM DB2 database manager. 

Description of Dataset

The dataset used in this project is obtained from the UCI KDD archive, URL : http://kdd.ics.uci.edu/databases/covertype/covertype.html.  In particular, we choose the “forest cover” dataset. This dataset is used to find out the relationship between characteristic of the landscape to the type of plant habitat growing on it. In short, we are going to predict what kind of tree will appear in a particular area given the characteristics of that area, like elevation, distance to water source, sunlight index, etc. 
There are 581012 data instances in this dataset, the size after and before compression is 11MB and 75MB respectively. The number of attributes in the original dataset is 54; however, some of them are binary attributes and are of the same category, after preprocessing the data, the number of attributes become 12 and the details is shown in the following table.

	Name
	Range of values
	Units
	Meaning

	Elevation
	[1859, 3858]
	Meters
	Elevation in meters

	Aspect
	[0, 360]
	Azimuth
	Aspect in degrees azimuth

	Slope
	[0, 66]
	Degrees
	Slope in degrees

	D2water_h
	[0, 1397]
	Meters
	Horizontal distance to the nearest surface water features

	D2water_v
	[-173, 601]
	Meters
	Vertical distance to the nearest surface water features

	D2road_h
	[0, 7117]
	-
	Horizontal distance to the nearest roadway

	Hillshade_9
	[0, 254]
	-
	Hillshade index at 9am

	Hillshade_12
	[0, 254]
	-
	Hillshade index at noon

	Hillshade_3
	[0, 254]
	Meters
	Hillshade index at 3pm

	D2fire_h
	[0, 7173]
	
	Horizontal distance to the nearest wildfire ignition points

	Wilderness
	[1, 4]
	-
	Wilderness area

	Soil
	[1, 40]
	-
	Type of soil

	Cover (class label)
	[1, 7]
	-
	

	* meaning of values

Wilderness

1. Rawah Wilderness Area

2. Neota Wilderness Area

3. Comanche Peak Wilderness Area

4. Cache la Poudre Wilderness Area

Cover

1. Spruce/Fir

2. Lodgepole Pine

3. Ponderosa Pine

4. Cottonwood/Willow

5. Aspen

6. Douglas-fir

7. Krummholz


Each instance of data represent the characteristics of a 30 x 30 meter area, while the class label (cover) show which type of tree exist in that area. There is no missing values in this dataset.
Implementation Details
Data Preprocessing
The number of attributes in the original dataset is 54, while we figure out that some of them can be combined, we use an awk script to reformat the dataset to our desired form. The original data file, the awk script, the resulting data file, and the command to reformat the original dataset are shown below
Input
2596,51,3,258,0,510,221,232,148,6279,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,0,5

2590,56,2,212,6,390,220,235,151,6225,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,0,5

2804,139,9,268,65,3180,234,238,135,6121,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,2

2785,155,18,242,118,3090,238,238,122,6211,1,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,2

change.awk

BEGIN{

OFS=",";

}{

print $1,$2,$3,$4,$5,$6,$7,$8,$9,$10,$11*1+$12*2+$13*3+$14*4, $15*1+ $16*2+ $17*3+ $18*4+ $19*5+ $20*6+ $21*7+ $22*8+ $23*9+ $24*10+ $25*11+ $26*12+ $27*13+ $28*14+ $29*15+ $30*16+ $31*17+ $32*18+ $33*19+ $34*20+ $35*21+ $36*22+ $37*23+ $38*24+ $39*25+ $40*26+ $41*27+ $42*28+ $43*29+ $44*30+ $45*31+ $46*32+ $47*33+ $48*34+ $49*35+ $50*36+ $51*37+ $52*38+ $53*39+ $54*40, $55;

}

Output
2596,51,3,258,0,510,221,232,148,6279,1,29,5

2590,56,2,212,6,390,220,235,151,6225,1,29,5

2804,139,9,268,65,3180,234,238,135,6121,1,12,2

2785,155,18,242,118,3090,238,238,122,6211,1,30,2

Usage: awk –f change.awk input > output

After preprocessing the data to our desired format, we randomly partition the dataset into 70%/30%, while the 70% will be act as training dataset for our classifier, and the remaining 30% will be the testing dataset. This task is done by the following python script
Usage: python randomselect.py input trainingset testingset

Randomselect.py

#!/usr/bin/python

import random

import sys

infile=open(sys.argv[1],'r')

outfile1=open(sys.argv[2],'w')

outfile2=open(sys.argv[3],'w')

allLines=infile.readlines()

infile.close()

for eachLine in allLines:

        if random.uniform(0,1.0) > 0.7 :

                outfile1.write(eachLine);

        else :

                outfile2.write(eachLine);

outfile1.close();

outfile2.close();

In order to facilitate the classification task in IBM DB2 afterward, we preprocess the data and add an ID for each instances of data. The following are the original file, awk script to add row ID, and the result file.
Input

2596,51,3,258,0,510,221,232,148,6279,1,29,5

2503,38,5,85,10,741,220,228,144,5555,1,18,5

2768,114,23,192,82,3339,252,209,71,5972,1,30,5

2492,135,6,0,0,860,229,237,142,5494,1,18,5

2522,105,7,120,1,595,233,231,130,5569,1,18,5

Usage: awk –f addid.awk input > output

addid.awk

BEGIN {

OFS=",";

}

{

print NR,$1,$2,$3,$4,$5,$6,$7,$8,$9,$10,$11,$12,$13;

}

Output

1,2596,51,3,258,0,510,221,232,148,6279,1,29,5

2,2503,38,5,85,10,741,220,228,144,5555,1,18,5

3,2768,114,23,192,82,3339,252,209,71,5972,1,30,5

4,2492,135,6,0,0,860,229,237,142,5494,1,18,5

5,2522,105,7,120,1,595,233,231,130,5569,1,18,5

At this stage, we obtain two files, trainingset and testingset, which contain 405727 and 175285 instances respectively. In the following section, we will describe the task to load data into the DB2 and discretize data.

Loading data into DB2 and Discretization

We create two identical tables, forest_ts and forest_ns in the database to store the training dataset and testing dataset respectively. The following shows the SQL used to create the table.

create_table.sql

create table forest_ts (

id integer,

elevation integer,

aspect integer,

slope integer,

d2water_h integer,

d2water_v integer,

d2road_h integer,

hillshade_9 integer,

hillshade_12 integer,

hillshade_3 integer,

d2fire_h integer,

wilderness integer,

soil integer,

cover integer);
Meanwhile, we use the “import” command to bulkload data from a text file to the database. We also discretize values of some of the attributes before carrying out the classification task. The following shows the SQL to load data from text file to the database and to discretize values of different attributes, which the filenamed: data/ts37_withid.data and data/ns37_withid.data are files of training dataset and testing dataset respectively. The time taken to load all data into the database is ~52 seconds. This task is performed in a Linux box running on a P4 2.4GHz machine with 640MB ram, and the figures shown afterwards are also preformed on the same machine.
load.sql

import from data/ts37_withid.data of del message import.msg insert into forest_ts;

import from data/ns37_withid.data of del message import.msg insert into forest_ns;

The discretization task is achieved by the following SQL command. For simplicity reason, only the discretization of one table is shown.
Discretize.sql

update forest_ns set elevation =


case



when elevation < 2650 then 1



when elevation < 2850 then 2



when elevation < 3050 then 3



when elevation < 3250 then 4



else 5


end;

update forest_ns set aspect =


case



when aspect < 90 then 1



when aspect < 180 then 2



when aspect < 270 then 3



else 4


end;

update forest_ns set slope =


case



when slope < 6 then 1



when slope < 12 then 2



when slope < 18 then 3



when slope < 24 then 4



else 5


end;

update forest_ns set d2water_h =


case



when d2water_h < 140 then 1



when d2water_h < 280 then 2



when d2water_h < 420 then 3



when d2water_h < 560 then 4



else 5


end;

update forest_ns set d2water_v =


case



when d2water_v < 0 then 1



when d2water_v < 25 then 2



when d2water_v < 50 then 3



else 4


end;

update forest_ns set d2road_h =


case 



when d2road_h < 1500 then 1



when d2road_h < 3000 then 2



when d2road_h < 4500 then 3



else 4


end;

update forest_ns set hillshade_9 =


case 



when hillshade_9 < 180 then 1



when hillshade_9 < 205 then 2



when hillshade_9 < 230 then 3



else 4


end;

update forest_ns set hillshade_12 =


case



when hillshade_12 < 205 then 1



when hillshade_12 < 230 then 2



else 3


end;

update forest_ns set hillshade_3 =


case



when hillshade_3 < 100 then 1



when hillshade_3 < 125 then 2



when hillshade_3 < 150 then 3



when hillshade_3 < 175 then 4



else 5


end;

update forest_ns set d2fire_h =


case



when d2fire_h < 700 then 1



when d2fire_h < 1400 then 2



when d2fire_h < 2100 then 3



when d2fire_h < 2800 then 4



else 5


end;

The range of values of different attributes after the discretization task is shown in the following tables. The histogram distribution of different attributes (except aspect, wilderness and soil as they are either discretized) are also shown together.

	Attribute name
	Original range
	Discretized values

	Elevation
	[1859, 3858]
	[1,2,3,4,5]

	Aspect
	[0, 360]
	[1,2,3,4]

	Slope
	[0, 66]
	[1,2,3,4,5]

	D2water_h
	[0, 1397]
	[1,2,3,4,5]

	D2water_v
	[-173, 601]
	[1,2,3,4]

	D2road_h
	[0, 7117]
	[1,2,3,4]

	Hillshade_9
	[0, 254]
	[1,2,3,4]

	Hillshade_12
	[0, 254]
	[1,2,3]

	Hillshade_3
	[0, 254]
	[1,2,3,4,5]

	D2fire_h
	[0, 7173]
	[1,2,3,4,5]

	Wilderness
	[1, 4]
	[1,2,3,4]

	Soil
	[1, 40]
	[1,2,…,39,40]


[image: image1.wmf]
Construction of Probability Table

We create 2 views and 1 table to store the probability value which will be used in the classification task described in next section. Here is the description of the views and table created.

	View/table
	Explanation

	Class_count
	A view storing the number of instances occurs in a specific class

	Apriori_prob_able
	A view storing the probability of belonging to a specific class for a randomly selected instance  (it is the normalized version of class_count)

	Prob_table
	A table storing the probability values to be used in classification task. Theoretically, the number of rows in this table is equal to (5+4+5+5+4+4+4+3+5+5+4+40)*7=616 rows (for details, refer to the table above showing the discretization task. In our implementation, only 458 rows are generated, which means that for some values of some attributes, there is no data instances cover all the class.)


construct_pt.sql

--create a temporary table/view to store the count of each class

create view class_count(cover, cnt) as

select cover, count(*) from

forest_ts

group by cover;

-- create a view to store the probability of each class

create view apriori_prob_table(cover,class_prob) as 

select cover, cast (cnt as double) / (select sum(cnt) from class_count)

from class_count;

--create and popular the probability table

create table prob_table (elevation integer,aspect integer,slope integer,d2water_h integer,d2water_v integer,d2road_h integer,hillshade_9 integer,hillshade_12 integer,hillshade_3 integer,d2fire_h integer,wilderness integer,soil integer,cover integer,probability double);

insert into prob_table 

with tmp_pt(elevation,aspect,slope,d2water_h,d2water_v,d2road_h,hillshade_9,hillshade_12,hillshade_3,d2fire_h,wilderness,soil,cover,cnt) as (

select elevation,aspect,slope,d2water_h,d2water_v,d2road_h,hillshade_9,hillshade_12,hillshade_3,d2fire_h,wilderness,soil,cover, cast (count(*) as double) 

from forest_ts 

group by grouping sets (

(elevation,cover),(aspect,cover),(slope,cover),(d2water_h,cover),(d2water_v,cover),(d2road_h,cover),(hillshade_9,cover),(hillshade_12,cover),(hillshade_3,cover),(d2fire_h,cover),(wilderness,cover),(soil,cover)))

select elevation,aspect,slope,d2water_h,d2water_v,d2road_h,hillshade_9,hillshade_12,hillshade_3,d2fire_h,wilderness,soil,tmp_pt.cover, tmp_pt.cnt/class_count.cnt as prob

from tmp_pt,class_count 

where tmp_pt.cover=class_count.cover;

Here is a brief description about the function carried out by the above SQL. Suppose the forest_ts is a table like the following

	Forest_ts

	Id
	Attribute a
	Attribute b
	Class

	1
	1
	1
	1

	2
	1
	1
	1

	3
	2
	1
	1

	4
	2
	1
	2

	5
	3
	2
	1

	6
	3
	2
	2

	7
	3
	2
	1


The above SQL will generate the following views/tables

	Class_count

	Class
	Cnt

	1
	5

	2
	2


	Apriori_prob_table

	Class
	Class_prob

	1
	0.714

	2
	0.286


	Prob_table

	Attribute a
	Attribute b
	class
	Probability

	1
	-
	1
	0.4 (=2/5)

	2
	-
	1
	0.2 (=1/5)

	3
	-
	1
	0.4 (=2/5)

	2
	-
	2
	0.5 (=1/2)

	3
	-
	2
	0.5 (=1/2)

	-
	1
	1
	0.6 (=3/5)

	-
	2
	1
	0.4 (=2/5)

	-
	1
	2
	0.5 (=1/2)

	-
	2
	2
	0.5 (=1/2)


The time for generation of table class_count, apriori_prob_table and prob_table are 0.249, 0.046, and 7.749 seconds respectively. The comparison to UDF will be described in later selection.

Classification
We have written an SQL which take instances from the testing dataset (forest_ns) and classify them.  3 queries are shown below.  The first statement is to create temporary table which stores the probability of belonging to different classes for all the instances in testing dataset. The second statement is to query the previously generated temporary table and select the entry with the highest probability, it will create a table called “classificationresult” . The last statement is to take the table “classificationresult” and compute the accuracy of this classification.
classifiy.sql

-- use a temporary table to store the things before finding max

create table tmp(id integer, class integer, prob float);

insert into tmp(id,class,prob)

select  forest_ns.id,prob_table.cover,exp(sum(ln(prob_table.probability)))*apriori_prob_table.class_prob from 

forest_ns, prob_table, apriori_prob_table where

(forest_ns.elevation=prob_table.elevation or

forest_ns.aspect=prob_table.aspect or

forest_ns.slope=prob_table.slope or

forest_ns.d2water_h=prob_table.d2water_h or

forest_ns.d2water_v=prob_table.d2water_v or

forest_ns.d2road_h=prob_table.d2road_h or

forest_ns.hillshade_9=prob_table.hillshade_9 or

forest_ns.hillshade_12=prob_table.hillshade_12 or

forest_ns.hillshade_3=prob_table.hillshade_3 or

forest_ns.d2fire_h=prob_table.d2fire_h or

forest_ns.soil=prob_table.soil or

forest_ns.wilderness=prob_table.wilderness) and

apriori_prob_table.cover=prob_table.cover

group by (forest_ns.id,prob_table.cover,apriori_prob_table.class_prob)

having count(*)=12;

-- create the classification result table

create table classificationresult_pass1 (

id integer,

class integer,

prob float);

insert into classificationresult_pass1

with t2(id,prob) as (

select id,max(prob) from tmp group by(id))

select tmp.id,tmp.class,tmp.prob

from tmp, t2

where tmp.id=t2.id and

tmp.prob=t2.prob;

-- check the classification accuracy

select cast (count(*) as float)/(select count(*) from forest_ns) from

classificationresult_pass1, forest_ns

where

classificationresult_pass1.id=forest_ns.id and

classificationresult_pass1.class=forest_ns.cover;

Here is an example to illustrate the task by the 3 SQL above. Reusing the probability table described in previous section, suppose the forest_ns (testing dataset) is like the following:
	Forest_ns

	Id
	Attribute a
	Attribute b
	Class

	1
	1
	1
	1

	2
	2
	2
	2

	3
	3
	2
	1


The first statement will join this “forest_ns” with the “prob_table” to create the following “tmp” table. The row shown in gray is not generated by the statement as it’s the probability is zero, we show it here for the sake of completeness.
This task is basically performing the multiplication task in a Bayesian classifier, i.e. calculating P(class A|instance)=P(elevation |class A) * P(aspect |class A) * … * P(soil | class A) * P(class A). One trick is used in the multiplication part. As SQL does not provide product() by column (as the sum() by column), we have to rewrite the multiplication a * b * … * g as exp (ln(a) + ln(b) + … ln(g)), thus giving us the expression exp(sum(ln(prob_table.probability))).

	Tmp

	Id
	class
	Prob

	1
	1
	0.17136 (=0.6*0.4*0.714)

	1
	2
	0

	2
	1
	0.05712(=0.2*0.4*0.714)

	2
	2
	0.0715(=0.5*0.5*0.286)

	3
	1
	0.11424(=0.4*0.4*0.714)

	3
	2
	0.0715(=0.5*0.5*0.286)


The second statement will take this “tmp” table and select the max row with max(prob) group by the id, which result in the following table
	Classficationresult

	id
	class
	Prob

	1
	1
	0.17136

	2
	2
	0.0715

	3
	1
	0.11424


 While the last statement will take this “classifcationresult” table and the “forest_ns” table to check for classification accuracy.
The classification accuracy we get is 66.92%, and the time spent in the first SQL statement in computing the probability of belonging to each class takes ~257 seconds, which occupied the majority of time compare to the rest of the SQL statements.
Boosting

As the initial classification accuracy is quite low (~66%), we perform boosting by classifying the instances in the training dataset and pick the mis-classified samples to reinforce to the “forest_ts” table to build the new “prob_table” again. This is done by the following sql.

boosting.sql

-- the boosting step 1) first classify the training dataset

create table boosting_tmp(id integer, class integer, prob float);

insert into boosting_tmp(id,class,prob)

select  forest_ts.id,prob_table.cover,exp(sum(ln(prob_table.probability)))*apriori_prob_table.class_prob from 

forest_ts, prob_table, apriori_prob_table where

(forest_ts.elevation=prob_table.elevation or

forest_ts.aspect=prob_table.aspect or

forest_ts.slope=prob_table.slope or

forest_ts.d2water_h=prob_table.d2water_h or

forest_ts.d2water_v=prob_table.d2water_v or

forest_ts.d2road_h=prob_table.d2road_h or

forest_ts.hillshade_9=prob_table.hillshade_9 or

forest_ts.hillshade_12=prob_table.hillshade_12 or

forest_ts.hillshade_3=prob_table.hillshade_3 or

forest_ts.d2fire_h=prob_table.d2fire_h or

forest_ts.soil=prob_table.soil or

forest_ts.wilderness=prob_table.wilderness) and

apriori_prob_table.cover=prob_table.cover

group by (forest_ts.id,prob_table.cover,apriori_prob_table.class_prob)

having count(*)=12;

create table boosting_classification (

id integer,

class integer,

prob float);

insert into boosting_classification

with t2(id,prob) as (

select id,max(prob) from boosting_tmp group by(id))

select boosting_tmp.id,boosting_tmp.class,boosting_tmp.prob

from boosting_tmp, t2

where boosting_tmp.id=t2.id and

boosting_tmp.prob=t2.prob;

-- count how many misclassified instances in training sets

select count(*) as mis_classified_ts from

boosting_classification, forest_ts

where

boosting_classification.id=forest_ts.id and

boosting_classification.class!=forest_ts.cover;

--insert again into forest_ts the mis-classified tuples

insert into forest_ts

select ts.id,elevation,aspect,slope,d2water_h,d2water_v,d2road_h,hillshade_9,hillshade_12,hillshade_3,d2fire_h,wilderness,soil,cover

from forest_ts as ts, boosting_classification as classified

where

ts.id=classified.id and

ts.cover!=classified.class;

The first 3 SQL statement are the same as that shown in the classification  section, while it takes the forest_ts (training dataset) table instead of forest_ns (testing dataset). The last statement here is to insert into the forest_ts those mis-classified sample for reinforce purpose. After running the boosting.sql, we run the construct_pt.sql described in previous section to build the probability again.
The following shows the performance of boosting. The time for classification stay constant because the number of data instances in testing dataset does not increases while the time for boosting and building probability table increases because we keep inserting mis-classified instances into the training dataset in each pass.
	
	Pass 1
	Pass 2
	Pass 3
	Pass 4

	Accuracy
	66.92%
	67.36%
	67.13%
	67.43%

	Time for building probability table
	~7.7 seconds
	~11 seconds
	~11 seconds
	~11 seconds

	Time for boosting
	-
	~648

seconds
	~1052

seconds
	~1113 seconds

	Time for classifcation
	~257 seconds
	~251 seconds
	~249 seconds
	~255 seconds


UDF performance

As the building of probability table can be done by scanning the whole training dataset once, we try to improve the performance of SQL group by clause by implementing our own UDF to parse the data file and generating the probability table. Below the is the SQL statement to create the UDF called ProbTableUDF. This a function which takes a filename as the input and return a table which is of the same schema as “prob_table” described above. As you can see, the executable is located in “/home/kcsia/cs240a/udf/udfsrv”. The C code is listed in the attachment.
createudf.sql

create function ProbTableUDF(varchar(50))

returns table(elevation integer, aspect integer, slope integer, d2water_h integer, d2water_v integer, d2road_h integer, hillshade_9 integer, hillshade_12 integer, hillshade_3 integer, d2fire_h integer, wilderness integer, soil integer, cover integer, probability double)

external name '/home/kcsia/cs240a/udf/udfsrv!ProbTableUDF'

not deterministic

no external action

not fenced

not null call

language c

no sql

parameter style db2sql

scratchpad

final call

disallow parallel;

Instead of executing the bulk SQL statement to build the probability table as shown in previous section, we only call the UDF once by giving the filename of the data file. The following is the SQL used to replace the shaded portion of SQL code shown in the “Contruction of Probability Table” section.

insert into prob_table select * from TABLE(ProbTableUDF('/home/kcsia/cs240a/data/ts37_discretized.data')) as tmp;

As the UDF require parsing of the external file, we can only compare the performance with SQL group by statement in the first pass of constructing probability table but not in those for successive boosting. As indicated in previous section, using SQL statement to build probability table takes ~7.7 seconds. The time taken by UDF is only ~2.6 seconds!
Classification Tree
We fail to implement the classification tree task but as we found it to be very difficult to express in SQL. The main reason for this is the branching nature of a classification tree. In SQL, it is extremely difficulty to expression the “if … then … else… “ program logic. Meanwhile we also have to create different probability table on-the-fly in the training process which made it troublesome to handle. As a result, we give up this part.
Conclusion

In this project, we have implemented a Bayesian classifier in IBM DB2. Although the classification accuracy is not good enough (near 70%), we do learn a lot in the project. For example, we found lot’s of deficiency in expressive power in SQL, such as the “product () by column” feature, the difficulties to build a classification tree, etc. We try to improve the performance by implementing user defined function (UDF) and promising result is achieved. In conclusion, we explored the potential of implementing classifier using SQL statement while we discover a lot of expressive power deficiency of exiting SQL.

Attachment 

UDF implementation in C

#include <stdio.h>

#include <string.h>

#include <stdlib.h>

#include <sqlca.h>

#include <sqludf.h>

#if(defined(DB2NT))

  #define PATH_SEP "\\"

  /* Required include for WINDOWS version of TblUDFClobFromFile */  

  #include "io.h"

  #include "windows.h"

  #include <errno.h>

#else /* UNIX */

  #define PATH_SEP "/"

  /* Required include for UNIX version of TblUDFClobFromFile */

  #include <sys/types.h>

  #include <dirent.h>

#endif

struct statistics {


int *prob_table;


int i,error,cover[7];

};

#ifdef __cplusplus

extern "C"

#endif

void SQL_API_FN ProbTableUDF(SQLUDF_VARCHAR* filename,




 SQLUDF_INTEGER* elevation,




 SQLUDF_INTEGER* aspect,




 SQLUDF_INTEGER* slope,




 SQLUDF_INTEGER* d2water_h,




 SQLUDF_INTEGER* d2water_v,




 SQLUDF_INTEGER* d2road_h,




 SQLUDF_INTEGER* hillshade_9,




 SQLUDF_INTEGER* hillshade_12,




 SQLUDF_INTEGER* hillshade_3,




 SQLUDF_INTEGER* d2fire_h,




 SQLUDF_INTEGER* wilderness,




 SQLUDF_INTEGER* soil,




 SQLUDF_INTEGER* cover,




 SQLUDF_DOUBLE* prob,




 SQLUDF_SMALLINT* filename_null,




 SQLUDF_SMALLINT* elevation_null,




 SQLUDF_SMALLINT* aspect_null,




 SQLUDF_SMALLINT* slope_null,




 SQLUDF_SMALLINT* d2water_h_null,




 SQLUDF_SMALLINT* d2water_v_null,




 SQLUDF_SMALLINT* d2road_h_null,




 SQLUDF_SMALLINT* hillshade_9_null,




 SQLUDF_SMALLINT* hillshade_12_null,




 SQLUDF_SMALLINT* hillshade_3_null,




 SQLUDF_SMALLINT* d2fire_h_null,




 SQLUDF_SMALLINT* wilderness_null,




 SQLUDF_SMALLINT* soil_null,




 SQLUDF_SMALLINT* cover_null,




 SQLUDF_SMALLINT* prob_null,




 SQLUDF_TRAIL_ARGS_ALL) {


struct statistics *stat;


FILE *fp;


int id,elevation_t,aspect_t,slope_t,d2water_h_t,d2water_v_t,d2road_h_t,hillshade_9_t,hillshade_12_t,hillshade_3_t,d2fire_h_t,wilderness_t,soil_t,cover_t;


stat=(struct statistics *)(SQLUDF_SCRAT->data);


switch (SQLUDF_CALLT) {



case SQLUDF_TF_OPEN:




stat->i=0;




stat->error=0;




stat->cover[0]=0;




stat->cover[1]=0;




stat->cover[2]=0;




stat->cover[3]=0;




stat->cover[4]=0;




stat->cover[5]=0;




stat->cover[6]=0;




stat->prob_table=(int*)malloc(sizeof(int)*3360);




if (stat->prob_table==NULL) {





stat->error=1;





break;




}




memset(stat->prob_table,0,sizeof(int)*3360);




fp=fopen(filename,"r");




if (fp==NULL) {





stat->error=1;





break;




}




while (fscanf(fp,"%d,%d,%d,%d,%d,%d,%d,%d,%d,%d,%d,%d,%d,%d\n",&id,&elevation_t,&aspect_t,&slope_t,&d2water_h_t,&d2water_v_t,&d2road_h_t,&hillshade_9_t,&hillshade_12_t,&hillshade_3_t,&d2fire_h_t,&wilderness_t,&soil_t,&cover_t) != EOF) {





*(stat->prob_table+((elevation_t-1)*7)+(cover_t-1))=*(stat->prob_table+((elevation_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+280+((aspect_t-1)*7)+(cover_t-1))=*(stat->prob_table+280+((aspect_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+560+((slope_t-1)*7)+(cover_t-1))=*(stat->prob_table+560+((slope_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+840+((d2water_h_t-1)*7)+(cover_t-1))=*(stat->prob_table+840+((d2water_h_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+1120+((d2water_v_t-1)*7)+(cover_t-1))=*(stat->prob_table+1120+((d2water_v_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+1400+((d2road_h_t-1)*7)+(cover_t-1))=*(stat->prob_table+1400+((d2road_h_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+1680+((hillshade_9_t-1)*7)+(cover_t-1))=*(stat->prob_table+1680+((hillshade_9_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+1960+((hillshade_12_t-1)*7)+(cover_t-1))=*(stat->prob_table+1960+((hillshade_12_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+2240+((hillshade_3_t-1)*7)+(cover_t-1))=*(stat->prob_table+2240+((hillshade_3_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+2520+((d2fire_h_t-1)*7)+(cover_t-1))=*(stat->prob_table+2520+((d2fire_h_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+2800+((wilderness_t-1)*7)+(cover_t-1))=*(stat->prob_table+2800+((wilderness_t-1)*7)+(cover_t-1))+1;





*(stat->prob_table+3080+((soil_t-1)*7)+(cover_t-1))=*(stat->prob_table+3080+((soil_t-1)*7)+(cover_t-1))+1;





stat->cover[cover_t-1]=stat->cover[cover_t-1]+1;




};




fclose(fp);




while ((stat->i < 3360) && (*(stat->prob_table+stat->i) == 0))





stat->i++;




break;



case SQLUDF_TF_FETCH:




if (stat->error) {





*elevation=3;





*elevation_null=0;





strcpy(SQLUDF_STATE, "02000");





break;




}




if (stat->i == 3360) {





strcpy(SQLUDF_STATE, "02000");





break;




} else





strcpy(SQLUDF_STATE, "00000");




// give some default output




*elevation=0;




*aspect=0;




*slope=0;




*d2water_h=0;




*d2water_v=0;




*d2road_h=0;




*hillshade_9=0;




*hillshade_12=0;




*hillshade_3=0;




*d2fire_h=0;




*wilderness=0;




*soil=0;




// it doesn't seems work




*elevation_null=-1;




*aspect_null=-1;




*slope_null=-1;




*d2water_h_null=-1;




*d2water_v_null=-1;




*d2road_h_null=-1;




*hillshade_9_null=-1;




*hillshade_12_null=-1;




*hillshade_3_null=-1;




*d2fire_h_null=-1;




*wilderness_null=-1;




*soil_null=-1;




*cover_null=0;




*prob_null=0;




*cover=(stat->i%7)+1;




*prob=(double)(*(stat->prob_table+stat->i))/(double)stat->cover[*cover-1];




switch ((int)(stat->i)/280) {





case 0:






*elevation_null=0;






*elevation=stat->i/7+1;






break;





case 1:






*aspect_null=0;






*aspect=(stat->i-280)/7+1;






break;





case 2:






*slope_null=0;






*slope=(stat->i-560)/7+1;






break;





case 3:






*d2water_h_null=0;






*d2water_h=(stat->i-840)/7+1;






break;





case 4:






*d2water_v_null=0;






*d2water_v=(stat->i-1120)/7+1;






break;





case 5:






*d2road_h_null=0;






*d2road_h=(stat->i-1400)/7+1;






break;





case 6:






*hillshade_9_null=0;






*hillshade_9=(stat->i-1680)/7+1;






break;





case 7:






*hillshade_12_null=0;






*hillshade_12=(stat->i-1960)/7+1;






break;





case 8:






*hillshade_3_null=0;






*hillshade_3=(stat->i-2240)/7+1;






break;





case 9:






*d2fire_h_null=0;






*d2fire_h=(stat->i-2520)/7+1;






break;





case 10:






*wilderness_null=0;






*wilderness=(stat->i-2800)/7+1;






break;





case 11:






*soil_null=0;






*soil=(stat->i-3080)/7+1;






break;





case 12:






break;





default:






break;




}




stat->i++;




while ((stat->i < 3360) && (*(stat->prob_table+stat->i)==0))





stat->i++;




break;



case SQLUDF_TF_CLOSE:




break;



case SQLUDF_TF_FINAL:




free(stat->prob_table);







break;


}


return;

}
